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PROFESSIONAL SUMMARY:
· Demonstrated 8+ years of professional work experience in design, development, and implementation of cloud, Big Data, Spark, Hadoop and maintenance of data pipelines in the position of Data Engineer.
· Strong experience in developing Data Modeling, Data Migration, Data Warehousing, Data Ingestion, Data Integration, Data Consumption, Data Delivery, and Integration Reporting.
· Extensive experience with processing, and analyzing Big Data with hands-on experience in Big Data Ecosystems and related technologies like Hive, Spark, Cloudera, Hortonworks, HBase, Pig, Zookeeper and HDFS.
· Executed complex data extraction and ETL projects, showcasing proficiency in SQL, Python, and other computer languages to deliver high-quality data solutions.
· Experience with the Spark in improving the performance and optimization of the existing algorithms from Hadoop using Spark Context, Spark-SQL, Data frame API, Spark Streaming, MLlib, Pair RDDs, and worked explicitly with PySpark  and Scala.
· Experience with designing and developing the end-to-end Hadoop architecture and Hadoop components like HDFS, MapReduce, Hive, HBase, Kafka, Sqoop, Spark, Scala, Oozie, YARN, No SQL, Postman and Python.
· Experience with Azure Cloud using Azure Data Factory, Azure Data Lake Storage, Azure Synapse Analytics, Azure Analytical Services, Azure SQL Datawarehouse, NO SQL DB, Azure HDInsight, and Databricks.
· Good knowledge in transforming Azure projects and implementing ETL and data movement solutions using Azure Data Factory (ADF) and SSIS.
· Good working experience with Amazon EC2, S3, RDS, CloudWatch, Glue, Lambda, EMR, Redshift, Dynamo DB, Cloud Formation, and other services of the AWS
· Experience in scripting to automate the ingestion process using PySpark and Scala as needed through various sources such as AWS S3, Teradata, and Redshift.
· Good Exposure to Data Quality, Data Mapping, and Data Filtration using Data warehouse ETL tools like Ab initio.
· Experience with implementing the Serverless Architecture using Lambda, SNS, SQS, and S3 buckets. 
· Expertise in Creating, Debugging, Scheduling, and Monitoring jobs using Airflow, Apache NiFi and Step Functions and good knowledge on operators like Python Operator, Bash Operator, LambaOperator, LambdaSensor, S3KeySensor, EMRStepSensor, EMR Operator.
· Experienced professional with a proven track record in designing, developing, and deploying end-to-end ETL solutions on Google Cloud Platform (GCP).
· Developed and deployed the outcome using spark and scala code in Hadoop cluster running on GCP.
· Experienced in building and architecting multiple Data pipelines, end to end ETL and ETL process for Data ingestion and transformation in GCP.
· Experience in Google Cloud components, Google container builders and GCP client libraries and cloud SDK’s.
· Proficient in leveraging GCP services such as Google Cloud Storage (GCS), Google BigQuery, Google Cloud Dataflow, and Google Cloud Composer for efficient data processing and workflow orchestration.
· Good knowledge in Implementing Continuous Integration and Continuous Deployment (CI/CD) through Jenkins for deployments and managed Version control using GitHub and BitBucket.
· Experience in working with Structured, and Unstructured Data with various file formats such as CSV, Delimited text files, clickstream log files, Apache log files, Excel, Parquet, XML Files, AVRO and JSON.
· Expertise in Data Processing jobs to analyze data using MapReduce, Spark, and Hive.
· Proficient in identifying Facts and Dimensions, Star Schema, and Snowflake Schema for modeling a Data Warehouse in Relational, Dimensional, and multidimensional modeling.
· Strong experience in working with UNIX environments, and writing Shell Scripts.
· Utilized expertise in Linux systems and Bash scripting to support data engineering tasks and ensure smooth operations within the data infrastructure.
· Applied knowledge of relational databases, data warehousing, and big data storage principles to optimize data storage, retrieval, and processing for healthcare analytics initiatives.
· Leveraged experience with the Hadoop ecosystem to enhance data processing capabilities and support the implementation of advanced analytical solutions on AWS.
· Experience in writing SQL queries and optimizing the queries in multiple SQL flavors.
· Extensive experience in storing and documentation using NoSQL Databases like MongoDB, Snowflake, and HBase.
· Experience with Software Development Life Cycle analysis, design, development, and testing, familiarity with configuration management and project execution, and experience with methodologies like Agile and Traditional Waterfall.
· Experience with visualizing the data using BI and services amp tools such as Power BI, Tableau and Matplotlib.
· Experience in Managing cross cluster data and Access Management using IAM and Lake Formation.

Technical Skills:

	Programming Languages
	Python, SQL, PL/SQL, Java, Scala, UNIX shell scripting

	Big Data Tools
	Hadoop, Apache Spark, MapReduce, PySpark, Hive, Pig, NiFi Core, Data Frames, YARN, Airflow, Zookeeper, HBase, Spark Streamin, Spark MLlib, MLlib, Spark SQL

	Utilities
	Sqoop, Flume, Kafka, Oozie

	Cloud Services
	AWS: AWS Glue, S3, RedShift, SNS, StepFunctions, EC2, S3, EMR, Dynamo DB, Data Lake, AWS Lambda, Cloud Watch, SQS, Glacier, IAM, Cloud Formation, Lake Formation, MWAA

MS Azure: Azure Data Lake Storage, Azure Data Factory(ADF), Azure Databricks, Azure Active Directory, Azure App Services, Azure SQL, Azure Storage, Azure Blob Storage, Azure Data Storage, Azure Synapse Analytics, Azure Analytical Services, HDInsight, Azure SQL Data Warehouse

GCP: Google Cloud Storage (GCS), Google Cloud SQL, Google Cloud Dataproc, Google Cloud Data Catalog, Google BigQuery, Google Cloud Dataflow, Google Cloud Composer, Google Cloud Monitoring, Google Cloud Profiler, Google Cloud Source Repositories, Google Cloud Build, Google Cloud Test Lab, Google Cloud Data Fusion, Google Cloud Functions, Google Cloud Run


	ETL/Data warehouse Tools 
	Informatica, Ab initio, Power BI, and Tableau

	Version Control& Containerization tools
	GIT, Bitbucket, Docker, and Jenkins

	Databases 
	Oracle, Teradata, MySQL Server, MySQL, Mongo DB, and DB2

	No SQL Databases
	Hbase, Cassandra

	Operating Systems
	Ubuntu(Linux), Windows, and Mac OS

	Data Modelling
	Star Schema, SnowFlake Schema

	Methodologies
	Agile/ Scrum and Traditional Waterfall

	Big Data Distributions
	Horton Works and Cloudera (CDH 4&5)







Professional Experience:

Client: Fidelity Investments (Westlake, TX)							 Mar 2023 - till date
Role: AWS Data Engineer
Responsibilities:
· Participated in gathering requirements, analyzing the entire system, and providing estimation on development, and testing efforts.
· Performed analysis of enterprise data report integration and provided functional specifications to develop and build Enterprise Reporting Systems further.
· Migrated an existing on-premises application to AWS and used AWS services like EC2 and S3 for processing and storage of small data sets, and maintained the Hadoop cluster using AWS EMR.
· Performed transformations using Spark and saved the result back to HDFS and later to the target database Snowflake.
· Worked on designing and developing the ETL processes in AWS Glue to migrate data from external sources like S3, or file formats like JSON, Parquet and Text Files into AWS Redshift.
· Worked on processing the real-time data analytics using Spark Streaming, Kafka, and Flume.
· Configured Spark streaming to get ongoing information from Kafka and store the stream information to HDFS.
· Transformed and cleansed the input data extracted from the external data using Spark.
· Created DataStage jobs using different stages like Transformer, Aggregator, Sort, Join, Merge, Lookup, Data Set, Funnel, Remove Duplicates, Copy, Modify, Filter, Change Data Capture, Change Apply, Sample, Surrogate Key, Column Generator, and Row Generator.
· Worked on Creating, Debugging, Scheduling, and Monitoring jobs using Airflow for ETL batch processing to load into Snowflake for analytical processes.
· Built ETL pipeline for data ingestion, data transformation, and data validation on cloud service AWS, working along with data steward under data compliance.
· Worked on scheduling and validating all jobs with Airflow scripts using Python and added different tasks to directed acyclic graph and dependencies between the tasks using Lambda.
· Used operators like Python Operator, Bash Operator, LambdaOperator, LambdaSensor, S3KeySensor, EMRStepSensor, EMR Operator to compose them to build complex and flexible workflows based on  requirements. And designed DAGs (Directed Acyclic Graphs) that reflects the dependencies and relationships between different tasks.
· Worked on extracting and filtering the data in data pipelines using PySpark and transformed the data pipelines.
· Optimized the PySpark jobs to run on kubernetes Cluster for faster data processing.
· Monitored the servers using Cloud Watch, and stored and retrieved the data extracted from the workflows.
· Used Spark applications using Spark-SQL in Data bricks for data extraction, transformation, and aggregation from multiple file formats for analyzing & transforming the data to uncover insights into the customer usage patterns.
· Worked on writing Hive and Spark queries for optimization using window functions and customizing the Hadoop shuffle.
· Worked on estimating the cluster size, monitoring, and troubleshooting Spark Databricks cluster and scripting using UNIX shell scripting for automating the data load processes.
· Worked on implementing the monitoring solutions using Docker and Jenkins.
· Implemented dashboard designs and created worksheets and data visualization dashboards using Tableau.
· Worked for the development of Agile Development Methodology/SCRUM and tested the application in each iteration.
Environment:Python, Hive, Spark, AWS EC2, S3, AWS EMR, AWS Glue, HDFS, Spark (Spark Streaming), Kafka, Flume, JSON, Parquet, Text Files, AWS Redshift, DataStage, Airflow, Snowflake, ETL pipeline, Lambda, PySpark, Cloud Watch, Databricks, Spark-SQL, UNIX shell Scripting, Agile, Tableau, Docker, and Jenkins.

Client: Humana(Louisville, Kentucky)	                                                                       	Sept 2022-  Feb 2023
Role: Data Engineer
Responsibilities:
· Conducted requirement discussions, designed solutions, and built scalable distributed data solutions using Hadoop.
· Provisioned HDInsight clusters, Events hubs, and Azure SQL Databases in Microsoft Azure Portal.
· Deployed initial Azure components including Virtual Networks, Application Gateway, and Storage.
· Led migration of on-premise data to Azure Data Lake Storage and orchestrated storage using Azure Data Factory.
· Implemented data integration using Data Factory and Databricks to Azure services.
· Designed and developed data architectures and pipelines to support data ingest and extract strategies, ensuring seamless integration with Experian Health data structures and business objectives
· Developed data pipelines using Sqoop to ingest customer behavioral data and purchase histories into HDFS for analysis.
· Developed Python scripts to manipulate Teradata data and convert it into CSV files.
· Automated data flows and pipelines across multiple Azure services using Azure Databricks and Power Automate (Flow).
· Utilized Azure services including Azure Active Directory, App Services, Azure SQL, Azure Storage, and Azure Blob Storage.
· Designed ETL pipelines in Azure Data Factory and utilized Databricks for workflow transformation.
· Conducted GAP analysis to identify 'As-Is' and 'To-Be' conditions.
· Tested Apache TEZ on Pig and Hive jobs for high-performance batch and interactive data processing.
· Developed Kafka RESTAPI for event collection from front-end systems.
· Implemented Apache NiFi for data flow management across environments and wrote QA scripts in Python for file tracking.
· Provided denormalized data for Power BI modeling and visualization from the Data Lake.
· Utilized Tableau and R for data visualization and collaboration with data scientists.
· Managed data implementation in Tableau Server for biweekly and monthly updates.
· Extracted, transformed, and loaded data from source systems to Azure Data Storage services using Azure Data Factory, T-SQL, Spark SQL, and U-SQL Azure Data Lake Analytics.
· Launched multinode kubernetes cluster in Google Kubernertes Engine(GKE) and migrated the dockerized application from Azure to GCP
· Involved in Building ETL to Kubernetes with Apache Airflow and Spark in GCP.
· Maintained high-volume datasets, combining data from various sources using SQL queries, Excel, Visio, and Access.
· Configured Kafka brokers and streamed data to Spark for structured streaming.
· Troubleshooted Azure development, configuration, and performance issues.
· Created partitioned and bucketed Hive tables in Parquet file formats with Snappy compression.
· Imported and exported data to HDFS and RDBMS servers using Sqoop.
· Developed Hive queries for analysts to spot trends and analyze incremental data.
· Designed and developed Analytics POC using Spark and Azure.
· Executed MapReduce jobs for processing large datasets.
· Built and published customized interactive reports and dashboards using Tableau server.
· Wrote Teradata SQL queries using Teradata SQL Assistant for Ad hoc Data Pull requests.
· Performed Data Modeling in HBase and scheduled jobs on a Hadoop cluster using Oozie.
· Implemented continuous integration/continuous delivery (CI/CD) using Jenkins, Git, Ant, and Maven.
· Employed Spark SQL and DataFrames for efficient execution of Hive queries.
· Designed and developed ETL processes using Informatica ETL tool.
Environment: Hadoop, HDInsight clusters, Azure Data Lake Storage, Azure Data Factory, Databricks, Sqoop, Python, Teradata, Azure Databricks, Power Automate (Flow), Azure Active Directory, Azure App Services, Azure SQL, Azure Storage, Azure Blob Storage, GCP, GKE, Apache TEZ, Pig, Hive, Kafka, Apache NiFi, Power BI, Tableau, R, Azure Data Storage, T-SQL, Spark SQL, U-SQL Azure Data Lake Analytics, Excel, Visio, Access, Kafka brokers, Spark, Hive tables, OLAP, Parquet file formats, Snappy compression, RDBMS servers, MapReduce, Tableau Server, HBase, Oozie, Jenkins, Git, Ant, Maven, Informatica ETL.

Client: Macy's (Atlanta, Georgia)                                                                                       Aug 2018 - July 2022
Role: Spark/Data Engineer
Responsibilities:
· Analyzing large amounts of raw data to determine an optimal way to aggregate and transform the data into meaningful and useful formats using Python and SQL.
· Led the migration of on-premises Cloudera Data Platform (CDP) to CDP Public Cloud in AWS, demonstrating expertise in implementing Cloudera Public Cloud in AWS environment.
·  Used AWS services like EC2 and S3 for small data sets processing and storage, maintaining the Hadoop cluster on AWSEMR. 
· Load data into Amazon Redshift and use AWS CloudWatch to collect and monitor AWS RDS instances within Confidential.
· Responsible for developing data pipeline Apache NiFi and Spark to extract the data from HDFS and REDSHIFT.
· Developed code to import data SQL Server into HDFS and created Hive views on data in HDFS using Spark in Scala leveraging AWS services such as Amazon EMR for Hadoop cluster management.
· Created scripts to append data from temporary HBase tables to target HBase tables in Spark and written Spark programs in Scala and ran Spark jobs on YARN.
· Creating S3 buckets also managing policies for S3 buckets and Utilized S3 bucket and Glacier for storage and backup on AWS.
· Worked on AWS SQS to consume the data from S3 buckets.
· Worked with Snowflake SaaS for cost effective data warehouse implementation on cloud
· Ingested data in mini-batches and performs RDD transformations on those mini-batches of data by using Spark Streaming to perform streaming analytics in Databricks.
· Convert MR algorithms into Spark transformations and actions by creating RDDs, pair RDDs.
· Built Spark Scripts by utilizing Scala shell commands depending on the requirement.
· Developed processes for loading the data into Snowflakes.
· Optimizing the poorly written Spark jobs by monitoring the YARN UI to use more parallelism.
· Worked with Senior Engineer on configuring Kafka for streaming data.
· Developed web service using HBase and Hive to compare schema between HBase and Hive tables.
· Worked on migrating Flume/ Python logic to Spark streaming integration with Kafka.
· Developed Scripts and Batch Jobs to schedule various Hadoop Program using Oozie.
· Worked on NoSQL Databases such as HBase and SPARK for real-time streaming of data into the cluster.
· Monitored the SQL scripts and modified them for improved performance using PySpark, SQL.
· Worked on monitoring the threads and memory using HBase and Hive schema check a web application.
· Used Python for Time Series, and Machine Learning to build the supply chain management system.
· Processed and loaded bound and unbound Data from Google pub/sub topic to Bigquery using cloud Dataflow with Python.
· Created and managed policies for S3 buckets and Utilized S3 buckets for storage and backup on AWS
· Worked on Integrating Big Data and Analytics based on Hadoop, Spark, Kafka, and web methods technologies.
· Created Hive queries that helped market analysts spot emerging trends by comparing fresh data with EDW reference tables and historical metrics.
· Produced comprehensive analysis report on legacy data, data structure, and statistical summary with Python.
· Developed Apache spark application with Python to perform different kinds of validations and standardization on fields based on certain validation rules on incoming Data.
· Developed Python and Scala-Spark programs for data reformation after extraction from HDFS for analysis.
· Developed Spark Applications by using Python and Implemented Apache Spark data processing project to handle data from various RDBMS sources.
· Used Spark for interactive queries, processing of streaming data and integration with the popular NoSQL database for huge volume of data.
· Collected data using Spark Streaming from AWS S3 bucket in batch and real time and performs necessary transformations and aggregations to build the common learner data model and persist the data in HDFS.
· Used AWS Glue with Apache Spark to develop complex data pipelines for generating aggregate and transforming complex reports use cases.
· Used Spark load BQ table into Spark Data Frame generating Extract.
· Shell Script creation to run BQ tables creation and to run Spark-submit jobs.
· Use Custom Airflow Dag to run Spark job and schedule all dependencies.
· Created Views and applying transformations on them using SparkSQL.
· Developed framework for converting powercenter mappings and to PySpark jobs.
· Deployed and managed Apache Airflow on AWS using Amazon Managed Workflows for Apache Airflow (MWAA).
· Schedule, automate, and monitor data pipelines using Apache Airflow.
· Responsible for design/develop POCs (Proof of concepts) for migrate traditional data warehouse ETL to different cloud-based  data  warehouse  implementations  using AWS (S3, Amazon Redshift,  AWS Step Functions & AWS Glue ETL Jobs),  Python, and PySpark.
· Integrate and transform data from relational databases, NoSQL databases, like Oracle, MYSQL, Cassandra, and MongoDB, and other external sources into Hadoop.
· Used AWS CloudWatch to gain insights into system behaviour and troubleshoot issues to ensure high availability and reliability.
· Involved in data profiling, cleansing, and validation techniques using Informatica PowerCenter to ensure data quality and integrity.
· Reviewed Informatica mappings and test cases before delivering to Client.
· Collaborated with cross-functional teams to understand software development principles and operations, ensuring alignment with engineering best practices and project objectives.
· Using Tableau Desktop to analyze and obtain insights into large data sets using groups, bins, hierarchies, sorts, sets, and filters. 
· Proficient in utilizing data for interactive Power BI dashboards and reporting purposes based on business requirements.
· Worked in Agile development environment and actively involved in daily Scrum and other design-related meetings.
Environment: Python, SQL, AWS (EC2, S3, RDS, Redshift, EMR, CloudWatch, SQS, Glue, Step Functions, AWS Managed Airflow, Snowflake), GCP, BIGQUERY, Hadoop(HDFS, YARN), Spark(including Spark Streaming), Scala, Kafka, Apache NiFi, Apache Hive, Apache HBase, Glacier, PySpark, Apache Spark, NoSQL databases(Cassandra, MongoDB), Databricks, AWS Glue, Apache Airflow, Informatica PowerCenter, Tableau, Power BI.

Client Vegha Software Solutions (Hyderabad, India)					March 2016 - July 2018 
Role: ETL Developer
Responsibilities:
· Analyzed business requirements and collaborated with various application teams and business units to develop ETL procedures ensuring consistency across applications and systems, leveraging both on-premise and GCP environments, utilizing UNIX scripts, PL/SQL scripts, Oracle, SQL Server, and Shell scripts.
· Demonstrated proficiency in developing end-to-end ETL solutions, encompassing requirements gathering, design, development, testing, and deployment.
· Extracted client information data and history from Flat files, Oracle, SQL Server, and loaded it into Oracle staging area, while also exploring options for utilizing Google Cloud Storage (GCS) as a staging area.
· Worked on loading data from different source systems into the Oracle Target database and explored possibilities for migrating Oracle databases to Google Cloud SQL.
· Extracted data from Teradata into HDFS using Sqoop, exploring potential integration with Google Cloud Dataproc for Hadoop-based processing, and exported analyzed patterns back to Teradata using Sqoop.
· Collaborated with Metadata Manager to gather data from different applications and flat files for users to do impact analysis of changes in source systems, exploring metadata management solutions available on GCP such as Cloud Data Catalog.
· Designed complex mappings using Informatica Designer to pipeline data to Data Mart, exploring options for using Google BigQuery as a data warehousing solution.
· Developed ETL code, control files, metadata, and lineage diagrams for ETL programs, exploring the use of Google Cloud Dataflow for ETL processing.
· Created and configured Workflows, Worklets, and Sessions using Informatica Workflow Manager, considering potential integration with Google Cloud Composer for workflow orchestration.
· Developed Teradata Macros, Stored Procedures, exploring ways to leverage Google BigQuery scripting for similar functionalities.
· Worked on performance tuning at source, target, and mapping levels, considering GCP's monitoring and optimization tools like Google Cloud Monitoring and Google Cloud Profiler.
· Maintained mapping migration across environments using Repository Manager, exploring version control and CI/CD pipelines using Google Cloud Source Repositories and Google Cloud Build.
· Performed Unit testing and System Testing of Informatica mappings and Workflow, exploring options for automated testing and deployment using Google Cloud Test Lab.
· Worked on data ingestion using Talend and explored the use of Google Cloud Data Fusion for similar purposes.
· Successfully executed ETL projects using traditional Informatica PowerCenter and cloud-based ETL tools, demonstrating strong expertise in ETL development and cloud integration.
· Leveraged Informatica PowerCenter for data integration tasks such as ETL from various source systems, including Flat files, Oracle, SQL Server, and Teradata.
· Developed and documented Informatica mappings and sessions as per business requirements, exploring documentation and collaboration tools available on GCP such as Google Docs and Google Drive.
· Wrote shell scripts for automated daily load processes, exploring the use of Google Cloud Functions or Google Cloud Run for serverless execution of scripts.
· Created Tableau dashboard reports, Heat map charts, exploring the use of Google Data Studio for visualization and reporting, and supported numerous dashboards, pie charts, and heat map charts built on the Teradata database.
Environment: ETL, UNIX scripts, PL/SQL scripts, Oracle, SQL Server, Shell scripts, Google Cloud Platform (GCP), Google Cloud Storage (GCS), Google Cloud SQL, Google Cloud Dataproc, Google Cloud Data Catalog, Google BigQuery, Google Cloud Dataflow, Google Cloud Composer, Google Cloud Monitoring, Google Cloud Profiler, Google Cloud Source Repositories, Google Cloud Build, Google Cloud Test Lab, Google Cloud Data Fusion, Informatica PowerCenter, Informatica Designer, Informatica Workflow Manager, Repository Manager, Talend, Sqoop, HDFS, Tableau, Google Data Studio, Google Docs, Google Drive, Google Cloud Functions, Google Cloud Run.


EDUCATION : 
Masters in Technology Management, Lindsey Wilson College, USA 
Bachelors in Computer Science, N.I.E.T, Hyderabad, India

